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Abstract

Host software updates are critical to ensure the security,
reliability and compliance of public clouds. Many updates
require a virtualization component restart or operating sys-
tem reboot. Virtual machines (VMs) running on the updated
servers must either be restarted or live migrated off. Reboots
can result in downtime for the VMs on the order of ten min-
utes, and has further impact on the workloads running in
the VMs because cached state is lost. Live migration (LM)
is a technology that can avoid the need to shutdown VMs.
However, LM requires turn space in the form of already-
patched hosts, consumes network, CPU and other resources
that scale with the amount of and level of activity of VM,
and has variable impact on VM performance and availability,
making it too expensive and disruptive for zero-day secu-
rity updates that must be applied across an entire fleet on
the order of hours. We present a novel update technology,
virtual machine preserving host updates (VM-PHU), that
does not require turn space, consumes no network and little
CPU, preserves VM state, and causes minimal VM blackout
time that does not scale with VM resource usage. VM-PHU
persists the memory and device state of all running guest
VMs, reboots the host and virtualization components into
updated code, restores the state of the VMs, and then re-
sumes them. VM-PHU makes use of several techniques to
minimize VM blackout time. One is to use kernel soft reboot
(KSR) to directly transition to an updated host operating
system, bypassing firmware reset of the server and attached
devices. To minimize resource consumption and VM disrup-
tion, VM-PHU leaves VM memory in physical memory pages
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and other state in persisted pages across the soft reboot, and
VM-PHU implements a mechanism called fast close to enable
a reboot to proceed without waiting for the completion of
in-flight VM I/Os to remote storage devices. We have im-
plemented VM-PHU in Microsoft Azure hosting millions of
servers and show results of several zero-day updates that
demonstrate VM blackout times on the order of seconds.
VM-PHU provides significant benefits to both customers and
public cloud vendors by minimizing application downtime
while enabling fast and resource efficient updates, including
zero-day patches.
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1 Introduction

Major cloud computing service providers leverage machine
virtualization so that they can implement secure and agile
elastic, multi-tenant service offerings. The host infrastruc-
ture supporting the VMs, which includes the root (host)
operating system and hypervisor must be regularly updated.
For example, stringent compliance policies require security
patch updates to prevent exploits and malicious activity that
can compromise the data being processed by VMs. Cloud
service providers also regularly update the host operating
system (OS) and hypervisor components to deliver feature
enhancements and reliability updates. Many updates can-
not be done seamlessly, but require restarting the affected
components.

If a component is providing data-plane functionality to
VMs and the hosted VM must be shut down for the update to
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proceed, the downtime impact on customer workloads can
be significant. In addition to the time the VM is unavailable
while the host software is shutting down and restarting,
applications in the VM are unavailable while they shut down
and restart. The applications are also either unavailable or
operating in degraded mode while they rebuild in-memory
state.

Among these updates, zero-day vulnerabilities in the in-
terfaces exposed to VMs by the infrastructure are the most
challenging, since patches must be deployed in short-order
across fleets of machines that number in the millions of
servers to prevent compromise of customer data.

Several techniques have been developed to ensure high
availability for VMs during updates that impact VM data
plane. Failover and clustering techniques [8] allow VMs to
achieve high availability by replicating VM state to a sec-
ondary instance. Because most infrastructure as a service
(TaaS) applications run within a single VM instance, they can-
not take advantage of clustering. Hotpatching [2, 24, 27] is
another mechanism that can be applied to avoid VM down-
time, and it is supported on many operating systems, in-
cluding Linux and Windows Server 2003. With hotpatch-
ing, the addresses of buggy functions can be updated on a
running system to point at patched versions. Many kernel
vulnerabilities can be addressed with hotpatching, however,
hotpatching is not universally applicable. Depending on the
implementation, it cannot be used when an update requires
changes to global state, data structures, dependency changes,
and inline assembly code [19]. Almost by definition, any
significant update to a software component violates one of
the preconditions of hotpatching.

Live migration (LM) [7, 18] is another technique com-
monly used to avoid VM downtime in the face of reboot-
requiring host updates. LM transparently migrates VM state,
including memory and VM management metadata, from
one host to another one before an update applies, and it is
supported by all common hypervisors. A key requirement
for enabling LM is sufficient turn space of hosts in order to
update the data center. The time taken to update the data
center is therefore based on turn space where the number of
steps is the inverse of the percent of turnspace, the time it
takes to migrate VM state, and the time it takes to update va-
cated hosts. Host memory sizes has increased at a pace that
exceeds network bandwidth growth, and the introduction
of host-local non-volatile memory [1] promises to increase
the amount of state that must to be migrated by an order of
magnitude.

In this paper, we focus on the specific scenario of zero-
day updates in a public cloud environment that require a
restart of software components implementing the VM dat-
aplane, since the goal is to update the fleet quickly while
causing minimal VM downtime. VM-PHU, the technique we
introduce, is designed to perform updates on each node by
preserving the state of the VMs in-place, and restart host
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components with patched versions within a few seconds. A
straightforward approach to in-place updates is to persist
state for VMs in host-local non-volatile storage before the
restart to patched software components. However, a host
may be running VMs with hundreds of gigabytes of virtual
memory backed by RAM, so persisting and restoring to and
from non-volatile storage can be time consuming, especially
if the storage is spinning media. Moreover, if updating a
component requires a full OS reboot and associated hard-
ware reset, the VM downtime can be extended by tens of
seconds while the OS is shut down, devices are discovered
by firmware, RAM is zeroed, and the OS restarted.

VM-PHU uses four main techniques to perform fast up-
dates:

o Fast state preservation: We avoid the overhead of
storing state in non-volatile storage by marking the
physical memory pages corresponding to the persisted
state as in-use. The persisted state corresponds to the
physical memory pages allocated to VMs, and physical
pages corresponding to host drivers that are enlight-
ened to preserve their state. Marking the persisted
pages as in-use enables the memory manager to leave
the pages intact and can be retrieved by the applica-
tions later on.
Fast reboot: We eliminate the overhead of hardware
reboot by skipping the firmware post and transitioning
into the patched OS directly from the current one.
Fast close for storage devices: We avoid the delay of
straggler VMs with in-flight I/O to storage devices by
allowing the hypervisor to perform fast close of virtual
devices and restore their state post-update to resume
the in-flight I/Os. Our fast close mechanism allows
for deterministic, low blackout times, eliminating the
inconsistencies in remote storage performance.

e Hardware acceleration: We support VM-PHU on
VMs that enable hardware acceleration using discrete
device assignment (DDA) and single root input out-
put virtualization (SR-IOV) devices. VM-PHU handles
VMs with SR-IOV devices using a transparent failover
mechanism. For each SR-IOV device exposed to the
VM, we create a shadow device in the host. We failover
to the shadow device prior to VM-PHU. We fallback to
the accelerated SR-IOV device post-update. For DDA
devices, we ensure DDA device and input output mem-
ory management unit (IOMMU) is active during fast
reboot. Furthermore, we preserve the page protections
and domain mappings associated with the DDA device
across fast reboot.

With the above techniques, our system can perform com-
ponent updates that do not require a host reboot (rebootless)
or updates that require a host reboot (rebootful) in a few
seconds, and the VM experiences only a short network blip.
Some latency sensitive applications may not tolerate the
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network blips and therefore require a pre-notification of an
impending update so that they can failover the application to
another VM. Our system provides such a notification to VMs
on a host-local endpoint a few minutes before a scheduled
update, allowing applications to take desired actions.

We present our learnings over the last decade in deploying
our techniques [37] to the Windows OS on Microsoft Azure
hosting several million VM. We discuss several challenges
that need to be addressed in designing a robust system that
preserves memory state across reboots. One such challenge
is host memory fragmentation that significantly increases
the blackout times of VMs. High VM blackout can cause
applications within VMs to timeout. Another challenge is
memory range dependencies for components that may not
be satisfied post-reboot due to memory state persistence in
those regions. In these cases, the hosts may become unre-
sponsive or crash. Furthermore, update failures can occur
due to bugs in software that accumulate over time such as
reference count mismatches in host drivers that prevent fast
reboot, memory leaks that prevent host update processes,
etc. Even a small failure percentage can cause significant
customer pain. A primary contribution of our research are
solutions that are designed to address such real world issues
observed in production environments.

Our results in production environments confirm that fleet-
wide updates can be performed within seconds per VM. Our
update notification mechanism allows legacy incompatible
applications to undergo updates 10X faster than updates that
use a standard host reboot. Our techniques are generic to
any OS with enhanced drivers, meet the goals of zero-day
updates, do not scale with the amount of RAM or non-volatile
memory used by VMs, do not require server firmware or
network infrastructure changes, and scale to a high density
of VMs and hosts in a public cloud. Moreover, our techniques
to patch hosts quickly enables fast turn space generation and
are therefore complimentary to LM.

The rest of the paper is organized as follows: In section
2, we briefly survey related work in the area of updating
hosts in a data center. We present an overview of VM-PHU
approach in section 3. We describe our KSR and VM state
preservation algorithms in sections 4 and 5. We discuss the
application of VM-PHU for host resilience in Section 6. We
present the results of VM-PHU on updates with and without
reboots in Section 7, and analyze the results of our algorithms
on a public cloud and compare our approach with the state-
of-the-art techniques. Finally, we conclude with a discussion
of limitations and opportunities for future work.

2 Related Work

The problem of achieving high availability has been widely
studied in many areas for decades. Several techniques are
developed to improve the VM availability to address planned

116

EuroSys *21, April 26-29, 2021, Online, United Kingdom

and unplanned failures. We broadly classify the techniques
to improve availability of VMs into four categories.
Dynamic Software Updates: These techniques achieve
high availability by live patching the process that needs to
be updated. At a high level, a valid program transformation
is required to ensure that the new code introduced to update
the program does not run on an old state representation
from the prior code. In order to perform dynamic updates,
certain locations in the code are chosen for updates. Various
systems [2, 6, 15, 16, 30, 33] are designed to handle these up-
date locations to either use manually programmer specified
locations, infer good locations or constrain to certain spe-
cific class of locations within a program avoiding program
state transformations. As the programs are running while
the updates are applied, the programs retain their current
state and are not impacted by update application. For a de-
tailed overview of dynamic software updating, refer to [17].
Advanced, complex process-level live updates that allow safe
state transfer are also designed [4, 13, 14]. A primary issue
with dynamic software updates is that the code needs to be
written or compiled to support dynamic software updates.
Only limited number of programs are written to handle such
updates and there is a significant engineering cost to modify
general purpose commodity operating systems where many
legacy components are not designed for dynamic updates.
Hotpatching techniques to update the kernel leverage a
specific dynamic software updating technique where only
function level transformations are supported [2, 24, 27, 32].
It is widely supported to enable kernel patching as the data
structures for a kernel are stable. However, many software
updates such as program updates involving global state
changes, addition of new functions cannot be applied us-
ing these techniques.
Failover Algorithms: Failover algorithms use redundant
systems to achieve high availability to the processes. In these
algorithms, secondary systems are maintained in sync with
the primary using distributed consensus algorithms such as
Paxos [5, 28], or the secondary systems periodically check-
point the state with the primary at valid program locations.
In the instance of a failure or an impending update to the pri-
mary, the secondary machine can take over as the primary.
These techniques are widely employed in cloud software
and infrastructure management solutions [8, 38—40] to per-
form automatic failure handling of VMs. Failover techniques
are often complementary to techniques used to improve the
availability of VMs and address the needs of customers main-
taining additional redundant systems.
Live Migration: Live migration is an elegant technique to
move a running VM from one physical host to another with
minimum disruption to the VM. The migration process in-
volves transfer of the VM’s memory, processor and virtual
device state [7]. Live migration is supported in most hyper-
visors including VMWare [35], Microsoft [20], Xen [3] and
KVM [25]. Many of these hypervisors support pre-copy Live
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Migration. In pre-copy live migration, we iteratively copy
the VM’s memory pages while maintaining a dirty set of
memory pages for the VM on the source host. Based on the
dirty page rate, available network bandwidth, target blackout
time and amount of time for migrating the VM, the algorithm
determines a maximum number of iterations to stop the VM
on the source host. After the VM is stopped, the pre-copy
LM algorithm synchronizes the dirty state with the target
and resumes the VM on the target host. In order to achieve
deterministic blackout times, a high bandwidth dedicated
network is required. Most pre-copy algorithms may termi-
nate early on memory or I/O intensive workloads and can
impact VM availability [18].

To address this limitation, post-copy LM algorithms are
designed to defer the memory transfer phase until the VM’s
CPU state is migrated and resumed on the target host [18].
Memory pages are faulted on by the VM at the target, and
faults are minimized by pre-paging. Post-copy approaches
have the benefit of sending the memory pages only once
from the source to the target. However, both pre-copy and
post-copy algorithms require the source host to be available
for the entire duration of migration increasing the turn-space
requirement for performing updates. Moreover, source host
cannot be updated till the migration is complete. During
pre-copy LM, the only fatal errors are ones that happen on
the host. During post-copy LM, a failure of the source or des-
tination are fatal, decreasing the reliability of the VM during
the migration. Furthermore, the additional load imposed due
to the transfer of VM state can degrade the performance of
the applications for a significant duration.

Soft reboot: As updates to the hosts typically require re-
boots, and initializing devices during the reboot is the most
time consuming portion on servers, techniques such as kexec
are developed to optimize the Linux boot process bypass-
ing the firmware post [34]. This enables the Linux systems
to boot within a few seconds but the implementation does
not support preserving memory pages across the reboot.
Kashyap et al. [23] independently designed a technique kUP
similar to ours [37] to preserve memory across a soft reboot
and applied it to update memcache applications. While the
technique extends kexec to preserve pages across a reboot,
persisting state across reboots introduces reliability and per-
formance issues. These issues include memory fragmenta-
tion that increases persist times, memory range dependencies
that cause crashes when those ranges are unavailable due to
persisted state, etc. KUP does not address these challenges
that arise in real-world systems. Furthermore, kUP does not
address persisting VM state and the challenges associated
with state preservation of VMs such as handling SR-IOV
and DDA devices attached to VMs. We discuss the reliability
and performance challenges introduced by persisting state
across reboots and our solutions in section 4.3. Orthus [42]
is a real-world VMM live upgrade system that instantiates a
new KVM instance while the current hypervisor is active and
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registers the VM state with the new hypervisor and trans-
parently switches to the new hypervisor. HyperFresh [11]
performs hypervisor updates by leveraging nested virtual-
ization and using a thin hyperplexor layer. While hypervisor
updates are critical in cloud environments, both Orthus and
HyperFresh do not perform root partition updates and it
is non-trivial to extend the techniques to load a new root
partition while the current partition is active due to device
conflicts across the partitions. VM-PHU handles both hy-
pervisor and root partition updates by rebooting into the
patched system.

Handling regressions: Updates can introduce regressions
and impact availability of VMs in a large-scale cloud envi-
ronment. As rolling updates are performed in batches for
safety, latent issues such as crashes can take time and update
methodologies need to incorporate resiliency primitives to
ensure VM availability is not impacted. Otherworld [10] is
a system designed to handle crashes by pre-loading a crash
kernel and registering crash routines for applications. The
crash routines are invoked to save and restore their state
when a crash occurs. VM-PHU is similar to Otherworld in
terms of handling crashes. In addition to crashes, VM-PHU
leverages health monitoring of VMs in cloud to handle other
issues in cloud systems such as system hangs and memory
leaks.

3 Overview

In this section, we first present an overview of the challenges
in performing host updates in a public cloud environment,
then provide an overview of our system to meet the require-
ments of fast zero day patching.

Our technique VM-PHU combines the benefits of in-place
updates with the state preservation benefits of LM to avoid
VM reboots. Our technique follows three main phases — in
phase one, we perform fast state preservation and fast close
of virtual devices to quickly teardown the virtualization stack.
We then follow it with a fast reboot into the patched OS. In
the final phase, we restore the virtualization stack. These
phases need to be designed such that they are done within
few seconds in order to preserve the TCP/IP connection state
of applications within the guest VMs.

Public cloud servers often provision dozens of VMs and
have several hundreds of gigabytes of memory. Several chal-
lenges exist in preserving the state of the VMs in a few sec-
onds across an OS reboot. First, the memory in the servers
can get fragmented over time as VMs come and go, and pre-
serving large amount of fragmented state in a few seconds
is hard. Defragmentation of memory can help but physical
pages can be associated with device DMA regions, so it may
not be possible to defragment running VMs without reboot-
ing and disrupting the VMs. Preservation of memory poses
other challenges during operating system restart where dri-
vers or devices make assumptions on availability of pages in
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certain memory ranges that were previously available during
the prior boot but may not be available during a subsequent
boot. Another challenge in large scale production systems is
the presence of straggler VMs that are unable to save their
state as storage I/Os do not complete due to partial service
interruptions. One of the primary contributions of this paper
is it analyzes and addresses several real world problems that
arise in a large scale production environment.

In the following subsections, we provide an overview of

the techniques in these phases.
Phase One: In the first phase, we preserve the state of the
VMs and teardown the virtualization stack. Preserving the
hundreds of gigabytes of VM memory state to the disk can
take several minutes even on fast storage medium such as
SSDs. A potential approach to preserve the physical mem-
ory pages intact is to mark the pages in a persisted pages
database that the OS refers to during every boot to preserve,
and modify the BIOS/EFI to bypass invalidating the mem-
ory pages. The two disadvantages with the approach are
the lack of support from existing BIOS on hosts in the data
centers, and the additional blackout time imposed on VMs
by transitioning to BIOS. Our system bypasses the BIOS and
transitions directly into the patched OS in Phase two. Per-
sisted pages are preserved across the reboot by marking the
pages in the patched kernel as in-use.

Rebooting the host OS in phase two requires a teardown of

virtualization stack. However, virtualization stack teardown
requires the storage devices to complete the in-flight I/O
to the storage backend. Due to inconsistent remote storage
device performance, the teardown can cause straggler VMs
and increase VM blackout time. We achieve deterministic,
reliable and fast update times by storing the in-flight I/O
queue in memory during the tear down of the VM storage
devices, and then replay the uncommitted in-flight I/O queue
during VM restoration. Our approach eliminates the I/O
performance variance and can also be used in LM to migrate
the VMs to a different host.
Phase Two: After the VM state is persisted, we transition
into the patched kernel. We developed a technique Kernel
Soft Reboot to quickly transition from the current OS to a
patched OS bypassing the firmware device reset. Operating
system boot can take several minutes and is I/O intensive. We
design our host OS to have minimal, core services consuming
only few hundred megabytes of memory. Our minimal host
OS reduces the number of zero day updates and enables fast
reboot within few seconds.

Several challenges exist in quickly rebooting an operat-
ing system with persisted state. First, operating system boot
is very read-intensive and depends upon the storage per-
formance of the boot device. We address this issue by pre-
loading the entire OS image, preserving the in-memory OS
image state across reboot via phase one and then commit-
ting the modified memory pages to the disk after the update
is completed. Second, drivers may assume memory range
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dependencies that may not be available post-reboot as the
pages in those ranges are preserved across the reboot. We
address these issues by partitioning the host memory range
from the VM memory ranges. Finally, VM memory frag-
mentation can cause performance issues during the boot.
We address the fragmentation issues by preallocating large
memory pages in the order of hundreds of gigabytes for VM
memory.

Phase Three: After rebooting into the patched kernel in
phase two, we restore the VM state and complete the update.
We restore the state of all VMs in parallel. Each VM in turn
restores the state of its devices before unpausing the VM.
As the device state is saved in memory in phase one and
persisted across the KSR in phase two, the device restore
operations are fast and the overall update period results in a
short network blip of few seconds to the VM.

4 Kernel Soft Reboot

Kernel Soft Reboot is similar to the normal reboot. In the
normal reboot, the boot manager loads the application pa-
rameters of the new OS from the boot configuration database
(BCD) store. The application parameters include OS device,
test signing options, etc. The boot manager then passes the
control to boot loader to load the new kernel image. The boot
loader then passes the boot related information in the loader
block to the kernel. In the KSR boot, we developed a control
application to perform the tasks of the boot manager and
we refactored the boot loader to introduce a driver to load
the new kernel image to boot into. Similar to boot loader in
the normal reboot, the driver transitions to the new kernel
image. The transition from the current OS directly into the
new OS bypasses the BIOS and firmware initialization.

Patched OS

Restore

Control
lication

Preserved
Pages in

Control

Application

] Initiate VM| RAM__[[Initiate VM Clear Deleted
10CTL to @ @Memory Memory @ (@ Pages in Page
Prepare Save Restore Database
Patched OS

Winload.sys ’\V@E/’f I i‘\"ﬂﬂ Ksrext.sys
Database ) (@Reboot ! Database

Figure 1. Simplified workflow for preserving pages across
reboots.

\_

4.1 Preserving Memory across Reboots

We extended the soft reboot capability to preserve physical
pages across the reboots. To allow page preservation, we
implemented a persisted pages database. The following steps
are implemented to perform the page preservation across
reboots.
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1. The control application sends an input/output con-
trol (IOCTL) call to the KSR driver — winload.sys to
initialize the new kernel image and its memory layout.

2. The control application notifies the hypervisor virtual
machine management service (VMMS) to preserve the
VM state. VMMS then sends notifications to all the
VMs to preserve their state.

3. We preserve the run of memory pages for each VM
with a unique GUID identifier.

4. Winload.sys marks the pages in the persistent page
database for preservation and the hypervisor proceeds
to save the rest of the VM state such as network state,
disk state, etc.

5. Driver updates are performed.

6. The control application initiates the reboot into the
new kernel image.

7. In the patched OS, the kernel detects the presence of
the persistent page database and instructs a KSR ex-
tension driver ksrext.sys to retrieve the page database.

8. The control application instructs VMMS to restore
the VMs. The hypervisor memory management driver
checks whether the OS in booted from a soft reboot and
requests VM’s memory by passing the unique GUID
identifier for the VM.

9. On successful restoration of VM’s memory, the mem-
ory run is deleted from the persisted page database.

Fig. 1 illustrates these steps. As the virtualization stack is
down after step 4, we can perform rebootless driver updates
while skipping steps 6 and 7.

The performance of the algorithm is dependent on the
number of pages that need to be preserved across reboots.
Using large page allocations while minimizing fragmenta-
tion can significantly improve the performance of memory
preservation.

4.2 Optimizing Memory Preservation

Each VM’s physical memory representation can consist of
several contiguous segments of physical pages on the host
server. We refer to each contiguous segment of physical mem-
ory pages as a memory run. The memory runs of the VMs
on the host server are preserved across the KSR by storing
the physical page numbers in a persistent page database.

The persistent page database uses a linked list data struc-
ture sorted by the physical page number. A simple approach
takes each memory page and inserts into the appropriate
location within the persistent database. This approach works
reasonably well when the number of runs is small but can
have significant performance issues when memory is frag-
mented. A more sophisticated data structure such as AVL
trees can help but each insertion and deletion will require
locking the entire data structure.

To address the issue of memory fragmentation, we take
advantage of bulk insertions and deletions of the memory
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Figure 2. Performance comparison of simple and optimized
version of preserving and claiming the memory runs on a
highly fragmented system running four VMs. The blackout
time for the four VMs is highlighted in seconds on a logarith-
mic scale. Our optimizations handle memory fragmentation
issues and achieve low blackout time below four seconds for
all VMs.

runs for each VM. We first sort the memory runs for each
VM based on its physical page numbers. The bulk insertion
for the memory run corresponds to an insertion sort of the
VM’s sorted memory run with the persistent page database.
The data structure is locked for every VM’s memory run
insertion. When the VMs are being restored, a similar is-
sue occurs in deleting the memory runs that are retrieved
by the hypervisor. We use a global VM memory map with
memory page size granularity. We lazy mark the locations
corresponding to the run of the restored VM as deleted. Once
the memory is restored for all VMs, a single linear scan is ini-
tiated on the persistent page database to see if the pages are
deleted and the persistent page database is correspondingly
updated.

Fig. 2 highlights the performance comparison between the
simple approach and the optimized persistence algorithm
on a server with four VMs. The server has 32 GB of mem-
ory and each VM is configured to have 5 GB of RAM. To
validate the performance on a fragmented system, we intro-
duced fragmentation of the memory by allocating pages at
random locations prior to starting the VMs. A total of 4.5
GB of fragmented pages are introduced into the system. The
experiment is performed by first saving the VM’s and then
immediately restoring the VMs without undergoing a reboot.
The blackout time is measured from the instrumentation in
the hypervisor. Based on the results, our techniques are able
to achieve a low blackout time within four seconds, even on
highly fragmented systems.

4.3 KSR Reliability and Performance

We discuss the performance and reliability issues in KSR due
to persisting pages across a reboot. We first present the per-
formance optimizations to improve the boot, then discuss the
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Figure 3. The IO count of the read, write, flush IO types
during the KSR of a host running Windows Server 2016
using hard disks. This trace highlights that a typical server
reads approximately 600 MB of data from the hard disk and is
mostly read limited. Serving the I/Os from RAM can improve
the boot performance by 3x.

reliability optimizations such as host device configuration
preservation and host, guest memory partitioning.

Fast I/O Performance: KSR performance is largely depen-
dent on the performance of the I/O subsystem hosting the
OS partition. During a typical reboot of the OS, we read and
write few hundred megabytes of data to the OS partition
as illustrated in Fig. 3. As datacenters have hardware stock
keeping units (SKUs) with hard disks hosting the OS, boot
performance can be slow even with KSR. We alleviate the
I/O latency overhead by serving all the reads and writes to
the OS partition from RAM.

We use a filesystem filter driver to intercept the reads and
writes to the OS partition. In order to simplify the filter driver,
we use a preallocated virtual hard disk (VHD) to host the
OS partition and intercept all accesses to the VHD. Before
performing Phase One, we prefetch the entire VHD into
physical pages and persist the pages to the KSR APIs. We
configure our filter driver as a boot start driver. During a KSR,
our driver first checks whether the VHD state is preserved
and if so, reclaims the memory from KSR and continues to
serve the reads and writes from the persisted memory. After
the update is performed, we release the persisted memory
to the host by synchronizing the blocks with the VHD.

It is possible that applications running on the server mod-
ify the files in the OS while we load the VHD into KSR
memory. In order to guarantee data consistency, we synchro-
nize the load of the VHD into KSR memory by decomposing
the VHD into blocks and loading a block at a time. While
the block is being loaded into KSR memory, accesses to each
block is locked. As blocks are typically few megabytes in size,
it introduces a few milliseconds of additional I/O latency to
the OS partition for data accesses that conflict during the
load or unload operation. The load or unload time is equal
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Figure 4. Performance comparison of normal boot, KSR

and KSR-optimized on seven different SKUs deployed in
Microsoft Azure in log-scale. KSR-optimized leverages the
optimizations to serve all I/O from memory, and removed
unused legacy devices and services from the OS. Overall,
KSR-optimized boot is approximately 10-30x faster than
normal boot.

to the time for sequentially reading the OS VHD from the
hard disk. In order to further reduce the amount of time
and memory required for loading or unloading the OS, we
significantly reduce the size of the core host OS with min-
imal set of services. In addition to removal of unnecessary
services in the host, we also disable unused devices such as
USB devices and legacy PS2 devices that may be present in
the motherboard and enabled in BIOS.

SKU Name | Memory | Boot Device
SKU A 32GB HDD
SKU B 32GB HDD
SKUC | 128 GB SSD
SKUD | 128 GB SSD
SKUE | 192GB HDD
SKUF | 192GB HDD
SKUG | 512GB SSD

Table 1. Table highlighting the memory and boot device
configuration of various SKUs in Microsoft Azure. SKUs can
have diverse configurations with large memory, slow media
type for boot devices. Real world production systems need to
handle update of these diverse configurations within seconds
irrespective of memory size or boot media.

Table 1 highlights the memory and boot device config-
urations for the hardware SKUs running in a production
public cloud. Fig. 4 highlights the performance comparison
on a log-scale between normal boot and KSR boot on these
seven hardware SKUs, four with OS partition on HDDs and
three with OS partition on SSDs. The figure illustrates that
the optimized KSR boot is approximately 10-30X faster. It
is important to note that prefetch has no direct impact on
VMs or applications running on the host server as the host
memory provisioning already accounts for the few gigabytes
of memory required for prefetching the OS VHD.
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Persisting Device Configuration: When an operating sys-
tem boots from BIOS, the operating system’s PCI bus driver
enumerates all PCI devices and configures their device re-
sources such as memory and I/O when starting their respec-
tive device drivers. In some cases, this operation requires
rebalancing or reconfiguring resources across PCI bridges
and root buses to ensure the requirements of all PCI devices
are satisfied. This is required because a BIOS often only con-
figures the devices necessary to boot the operating system
leaving many PCI devices in a powered off state. This config-
uration step is not required during a KSR, since the previous
OS would have already configured and started all PCI devices.
To take advantage of the configuration from the previous
operating system, during the shutdown phase of a KSR, PCI
devices are not powered off and put into a D3 state as they
would be during a normal shutdown or reboot. Additionally,
device configuration (memory and I/O) as well as other PCI
configuration state (e.g., decodes on/off) are passed through
KSR preserved memory to the new operating system. The
PCI bus driver in the target operating system leverages the
preserved memory to initialize its internal state, skipping the
potentially intensive device configuration and arbitration
task. The preservation of resources allows the devices to
function in a mode that is similar to rebootless updates to
the drivers of devices within the same OS.

Table 2 highlights the results of soft reboot with and with-
out persisting PCI configuration on several servers from
different vendors that are deployed in Microsoft Azure. The
removal of state transitions across the KSR, from a powered
on DO state in the source OS to a D3 state during shutdown
and back to a DO state in the target OS also improved reliabil-
ity. On most SKUs, we observed host crashes. Our techniques
to preserve the device boot configuration enabled such sys-
tems to function without issues, with no changes to the
drivers or underlying device firmware.

Memory Partitioning: KSR with memory persistence can
cause slow boot performance or crashes due to the following
reasons:

e Memory range dependencies: Certain legacy drivers or
early kernel initialization code can assume presence
of memory within a low memory range. The memory
range availability may be valid when the system boots
with entire memory range being zeroed and available.
However, the memory range may not be present if
that memory range is freed and occupied by memory
allocated to VMs and persisted across the reboot. In
these cases, the system crashes.

o Contiguous memory: Similar to memory ranges, cer-
tain drivers can require contiguous memory, and the
scan for a contiguous memory range on a system with
large amount of memory can take a long time - this
in turn has the side effect of large reboot time and sub-
sequently, higher blackout time for VMs. Moreover, if
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SKU Name without device with device
config preservation | config preservation

SKU A No issues No issues
SKU B 12s boot Boot optimized
regression by 12 seconds

SKU C Host crash No issues
SKUD No issues No issues
SKU E Host crash No issues
SKUF Host crash No issues
SKU G Host crash No issues

Table 2. Table highlighting the soft reboot behavior on var-
ious SKUs in Microsoft Azure with and without preserving
the device boot configuration across reboots. Most SKUs ex-
perienced host crashes on soft reboot without device config-
uration preservation due to address conflicts. One particular
SKU (SKU B) did not experience a crash but exhibited a 12
second boot regression due to ACPI method being unable to
retrieve the device state. Issues are resolved on all SKUs by
preserving the device configuration.

no contiguous memory is available, the system may
crash.

e Memory fragmentation: Memory fragmentation can
occur when large number of physical page allocations
and deallocations are triggered by the natural churn of
VMs on the hosts. Memory fragmentation can cause
performance issues to the applications within the VM
and also increase the blackout time.

Addressing the above issues is critical to ensure that the
system boot performance is fast as well as improving the
reliability of reboots. In order to address the above issues, we
partition the system memory to isolate the memory required
for VMs and host. We allocate higher memory ranges for the
VMs and the lower memory ranges are allocated to the host.
The allotment of lower memory ranges allows for legacy
drivers and early boot initialization code relying on 32-bit
address ranges to fulfill the allocation requests during the
reboot. While partitioning the host memory to lower ranges
improves the probability of success in allocations, allocations
can still fail. To eliminate failures, we enlighten our operat-
ing system components to remove any contiguity or range
dependencies. For third party drivers, we instrument the
allocations during boot offline. Using the offline allocation
traces, we preallocate the regions corresponding to specific
driver pool tags to ensure that the memory manager can
satisfy their range or contiguous allocations.

Fig 5 illustrates the impact of memory fragmentation on
the memory persistence and reclamation times in our pro-
duction environment with millions of servers. The figure
illustrates that server memory can get severely fragmented
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Figure 5. This figure highlights the memory fragmenta-
tion in our Azure production environment with millions of
servers and VMs over the course of last three years. As the
servers in the public cloud do not reboot, the host memory
gets fragmented over time. We observe that the most frag-
mented nodes have over a million runs of memory pages
and is plotted on the x-axis of the figure. Memory fragmen-
tation increases the blackout time and the figure illustrates
the linear time performance of our memory persistence and
reclamation algorithms with the number of memory runs.

over time and there are over a million runs in the most frag-
mented nodes. Prior to our techniques such as memory par-
titioning applied, we typically observed approximately 5%
of our servers failed to boot. Without our techniques applied,
we have not observed server boot failures due to memory
fragmentation highlighting that our techniques are effective
in handling fragmentation.Furthermore, we observe that the
memory fragmentation has little overhead on the VM black-
out time of up to four seconds even on the most fragmented
nodes due to the optimizations presented in Section 4.2.

5 Virtual Machine State Preservation

In a public cloud, each VM can be configured to have tens of
virtual processors, hundreds of gigabytes of memory, tens of
virtual hard disks attached to virtual disk controllers, and vir-
tualized synthetic network devices with network flow state
and isolation rules. Preserving a VM requires state preserva-
tion of the associated state of the virtual devices along with
their configuration. In this section, we provide an overview
of preserving VM state and discuss the optimizations incor-
porated in each of the phases.

Our VM state preservation workflow proceeds in two steps
— VM-PHU save for saving the state of all the VMs, and VM-
PHU restore for restoring the state of the saved VMs. These
two steps correspond to phase one and phase three discussed
in section 3. The blackout time of the VMs is therefore de-
pendent on performance of saving and restoring the state of
all VMs.
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Figure 6. Blackout time comparison between VM-PHU and
optimized VM-PHU for rebootless updates. In optimized
VM-PHU, all virtual device state is persisted to memory as
compared to SSDs.

5.1 VM-PHU Save

We present the stages involved in performing VM-PHU save
and our optimizations to improve the performance while
avoiding straggler VMs that may be experiencing transient
faults. At a high level, the VM-PHU save operation initiates
a state preservation operation on all VMs in parallel. The
state preservation operation involves two stages as described
below.

Save the VM memory and virtual devices: In this stage,
we first pause the virtual processors to initiate the prepara-
tion for a save operation of the virtual devices attached to the
VM. Once the processors are paused and the processor state
is saved, the VM memory state is saved. After the memory
is saved, we save the remaining virtual devices attached to
the virtual motherboard for the VM. These virtual devices
include video, IDE and SCSI devices, network switchport,
etc.

In our approach, we persist the VM memory run via the
KSR APIs discussed in Section 4. Moreover, as discussed in
Section 4.3, the VM memory state is isolated into a separate
partition and pre-allocated into a single large run eliminating
memory fragmentation. VM-PHU state preservation opera-
tions are therefore fast and complete within few milliseconds.

We further improve the performance of VM-PHU by per-
sisting all virtual device state via KSR APIs. Even though the
rest of the persisted state of all virtual devices is only a few
megabytes per VM and is stored on SSDs, the performance
overhead of writes to SSD is still significant. We refer to our
optimized approach to store all VM state in physical mem-
ory pages as VM-PHU optimized in Fig. 6. We observe that
persisting all the device state to memory as opposed to SSDs
improves the blackout time performance by 2x.

Power off the virtual devices: The next stage after the
virtual devices are saved is to power off the virtual devices.
While most virtual devices power off quickly, storage vir-
tual devices can require significant amount of time to power
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off. The high power off time is due to the storage devices
draining the in-flight I/Os to the device. Moreover, remote
storage virtualization devices can require considerable time
to power off. The large overhead for remote storage devices
is due to the load on the backend from concurrent updates
across hundreds of hosts in the data center, and the high net-
work latency to the storage backends. In order to close the
devices quickly, we serialize the in-flight I/Os via memory
persistence APIs and close the devices. After the pending I/O
serialization, the storage devices can be powered off imme-
diately. It is important to note that we do not return the I/O
status of any write-through in-flight I/O to the guest storage
stack during the storage device close operation. Similarly,
we return the status of any in-flight flush operations to the
guest storage stack only during the restore phase.

We refer to the capability to close storage devices quickly
as fast close. Fast close also offers storage resiliency due to
temporary storage and network failures [12, 22]. Moreover,
the capability to power off instantaneously provides fault
isolation and the blackout time of co-hosted VMs are isolated
from stragglers with slow I/O performance or failures.

5.2 VM-PHU Restore

The VM-PHU restore operation is similar to the VM-PHU
save operation. We initiate the virtualization stack to restore
all VMs simultaneously. For each VM, we first check whether
the memory is saved via KSR. If the memory is persisted,
we first restore the memory. We then power on the remain-
ing devices. Each device during power on checks whether
there is any corresponding state to restore from the memory.
When a device detects saved state in memory, we restore the
device state. Storage devices restore the in-flight I/O queue
from memory before starting any operations. Once all of
the devices are restored, we start the virtual processors to
complete the VM restoration.

5.3 Hardware Acceleration

Hardware acceleration by assigning devices to the VM sig-
nificantly improves the performance of the workloads by
eliminating the host paravirtualization overhead. In our pub-
lic cloud, we support two types of devices — devices that are
entirely assigned to the VM and devices that expose virtual
functions that can be assigned to the VM. As the physical de-
vices assigned to the VMs cannot be power-cycled, we handle
these devices with additional enhancements to VM-PHU.

Single root input/output virtualization (SR-IOV) devices:

SR-IOV allows a device to isolate the PCI Express resources
and allows the device to expose the virtual functions to VMs
on a physical host server. SR-IOV support in physical devices
is similar to virtualization extension support in processors to
support performance of virtual devices in VMs to be similar
to physical devices in servers while maintaining isolation. In
our public cloud, we configure the hardware devices on the
hosts to support SR-IOV in the BIOS. We primarily focused

123

Russinovich et al.

on accelerating physical network virtualization though the
concepts are applicable to any virtual device using SR-IOV.
For each SR-IOV network interface card (NIC) attached to
the virtual machine, we create a synthetic virtual NIC (vNIC)
on the host server to shadow the SR-IOV NIC. The shadow
vNIC allows the VM traffic to be redirected via the ordinary
synthetic links in case there is a failover of the SR-IOV vNIC.
The traffic failover is transparent to the application running
within the VM. Our failover mechanism allows us to per-
form VM-PHU or LM or service the host device driver for a
VM with SR-IOV devices. Prior to the start of VM-PHU, we
detach the virtual functions from the VM allowing for the
traffic to continue to work with ordinary vNIC. We then per-
form the VM-PHU update operations, and finally re-attach
the VFs to the VM. The detach and attach operations are
outside of the blackout window. Given the blackout window
is small, the VM may experience some network performance
degradation due to failover to ordinary vNIC only for few
seconds. We regularly perform VM-PHU updates in produc-
tion on VMs with accelerated networking. In practice, the
failover mechanism works well and can be easily extended
to other virtualization devices.
Discrete Device Assignment (DDA): DDA allows physical
PCle hardware to be direct accessible to a VM. The root
operating system does not manage the DDA device and the
DDA device is not shared across VMs. Moreover, the DDA
device is managed using its driver in the VM and all of the
DDA device capabilities are accessible to the VM. Unlike SR-
IOV devices, DDA does not have a software fallback option
that can be leveraged to power-off the device when the VM
is being saved. As a result, many hypervisors do not support
live migration or VM save operations for DDA VMs [21, 41].
Device operations including device I/Os are handled asyn-
chronously from the CPU issuing the request. Since DDA
devices are managed by guest VMs, the root operating sys-
tem has no idea of outstanding operations when VMs are
saved for a VM-PHU and does not have a driver running
in the root during power off to flush outstanding I/Os. To
handle this scenario, we must allow all outstanding device
operations to succeed when VMs are paused and the root
operating system is undergoing an update. The device op-
erations that must be supported include device DMA and
interrupts to signal I/O completion. Typically, DDA devices
are mapped via the IOMMU to use the guest physical address
(GPA) space of the VM. Addresses for DMA operations ini-
tiated by the device are treated as guest physical addresses
and remapped to system physical addresses by the IOMMU.
This ensures a device that is assigned to a VM is restricted to
only being able to access physical memory that is assigned
to the VM. To ensure that DMA operations can complete
successfully during the KSR, the IOMMU is kept active for
the duration of the KSR, and DMA remapping tables for a
DDA device remain in-use during the KSR to ensure all DMA
activity initiated by the device continues to flow as expected.
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Similarly, for interrupts, interrupt remapping capabilities
provided by the IOMMU are used to remap device interrupts
for DDA devices. The interrupt remapping capabilities of the
IOMMU also continue to remain active across a KSR. Thus,
a device can continue to generate interrupts as usual while
a KSR is occurring. However, the old and new hypervisors
cannot handle processing device interrupt during the KSR
transition, so interrupts for DDA devices are suppressed
via the IOMMU during the KSR transition. This means that
interrupts that occur during this period won’t be seen by
the hypervisor and thus could be lost. To mitigate this, after
a KSR, we inject interrupts for each DDA device to trigger
the device drivers for the DDA devices to execute in each
VM. If the device did not actually interrupt during the KSR,
the interrupt would be seen as spurious by the driver and
discarded.

Maintaining the IOMMU across KSR required changes to
our hypervisor and the hardware abstraction layer (HAL) of
the root operating system to avoid reinitializing the hard-
ware. Additionally, the hypervisor manages state for each
VM which previously was reconstructed as part of the VM
restore phase of VM-PHU. To support DDA, this state is con-
structed during the initialization of the new hypervisor to
ensure contiguous protection and management. With these
enhancements, VM-PHU supports updates to DDA devices
such as GPUs and NVME devices.

5.4 Guest Update Notification

The goal of VM-PHU is to perform updates transparent to
the guest VMs by minimizing the blackout time. In a public
cloud environment, it is possible to have outliers for blackout
time due to transient failures, bugs in the software stack, etc.
While many applications are resilient to outliers, a small
subset of applications may prefer restarting the application
or the VM during the update period. For these applications,
we provide a notification a few minutes before the update,
and provide a post-notification after the update is complete.
The guest can access the notification and take appropriate
actions to failover or restart post-update.

6 Handling Regressions during Host OS
Updates

Zero-day updates need to be deployed rapidly across the
fleet and can introduce regressions. While typical regressions
are surfaced as the updates roll through in stages from pre-
production environments to production, the less frequent
regressions can take a longer time to surface and are likely
missed when the updates need to complete within a few days.
Examples of these issues include memory leaks that can take
several days to accumulate, driver hangs and server crashes
that can take tens of days to surface and can cause significant
customer disruptions. In order to safeguard the VMs from
these rare regressions, we leverage VM-PHU as a critical
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safety mechanism during zero-day rollouts. As VM-PHU is
able to reset the state of the host operating system while pre-
serving the VMs, we can reset the host whenever regressions
are identified. We specifically handle the following scenarios
in our update methodology:
Memory leaks: Memory leak occurs when a driver allo-
cates memory but does not release the memory after it is
no longer in use. Such leaks can accumulate over time even-
tually causing other host drivers requiring memory to fail
allocations and typically manifests as VM allocation failures.
We detect these failures and trigger a VM-PHU with no up-
dated bits. As the host operating system is reset, the leak is
cleared. Furthermore, we detect regressions by analyzing the
memory profiles of the components and rollback the update
using VM-PHU to avoid the regression.
Driver hangs: A typical issue observed in the servers host-
ing VMs are reference count mismatches causing drivers to
fail to reset. For instance, each paravirtualized device main-
tains a reference count initialized to zero. For each new IO
that is being processed, we increment the counter and we
decrement the counter after processing it. The device can be
closed when there are no outstanding IOs in order to safely
release all of the resources associated with the device and
all devices assigned to a VM need to be closed when a VM
is shutdown or powered off. However, if there are reference
count mismatches, the driver cannot close the device and in
turn result in VM hangs. These issues require restarting the
server and will impact other VMs. We detect driver hangs
and leverage VM-PHU to preserve all the remaining VMs ex-
cept the hung VM. We then transition to the new OS clearing
the state associated with the hung VM.
Driver crashes: A crash occurs when the host detects an
incorrect behavior in the drivers. Few common examples
include access violation issues due to buffer overflows, def-
erencing a bad pointer, etc. All of the VMs on the host ex-
perience an unexpected poweroff due to the crash. In these
cases, we trigger VM-PHU and preserve the state of the VMs
while clearing the state of the host OS by reinitializing the
drivers in KSR.

In our production environment, we observe approximately
a thousand server crashes per million servers over a period
of a month. Among these, we identify 80% of the OS re-
gressions via staged rollouts and fix them before the up-
dates reach broad production. The remaining regressions
are harder to detect via staged rollouts as the regressions
take much longer time to surface and deployments may have
reached majority of production - in these instances, we lever-
age VM-PHU to clear the host state while preserving the
VMs and improve the overall VM availability.

7 Implementation and Analysis

We implemented our system on Windows Server 2016 op-
erating system. We applied VM-PHU in Microsoft Azure
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Driver Description # lines
PCI bus Avoid powering off devices during

KSR and remember resources

(memory and I/O) for all devices ~ 1250
ACPI bus Recall state from the cold boot

(e.g., did BIOS boot in ACPI mode). ~ 500
Bitlocker Provide encryption keys and internal

meta-data ~ 750
NTFS Persist in-memory filesystem

meta-data, including the Bitmap file ~ 3000
NTOS Trace buffers for performance
Kernel analysis ~ 2500
Storage Persists key meta-data in memory ~ 1500
Network Persists the programmed set of rules. | ~ 2000
Storage Persist controller information for IEEE
class 1667 devices to avoid reauthentication | ~ 3000
Hypervisor | Hand off the IOMMUs from the old

hypervisor to the new hypervisor

while keeping them active ~ 45000

Table 3. Table highlighting the various components enlight-
ened in the host and the lines of source code introduced for
the enlightenment.

cloud to millions of servers to perform two kinds of zero-day
updates:

Rebootless driver updates: Rebootless updates require
stopping of the dependent services on the host in order to
eliminate any handles on the driver objects. The drivers can
then be updated and the dependent services can be restarted.
Examples of frequent updates in this category in a public
cloud involve updates to the software defined virtualization
(SDV) drivers on the host to enable new functionality or to
fix critical bugs resulting in host crashes that impact VM
availability. As the VM processes hold handles to the SDV dri-
vers such as remote storage virtualization drivers, the VMs
need to be suspended or shutdown to update the drivers, and
the VMs are resumed post-update. We perform VM-PHU
save operation to remove the handles on the drivers, update
the driver and then perform VM-PHU restore operation to
resume the VMs.

Driver updates requiring reboots: Updates to some of the
core kernel, hypervisor, file system or TCP/IP drivers require
restarting the host to apply the update. In these cases, the
VMs can either be suspended or shutdown before the host
is restarted and resumed post-restart. We perform VM-PHU
save operation to persist and teardown the virtualization
stack, KSR into patched operating system and apply VM-
PHU restore operation to resume the VMs.

The blackout time for a VM is measured from the begin-
ning of the fast save operation to the completion of fast
restore operation for the VM. We applied our techniques to
various densities of VMs in two main configurations in Fig.
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Figure 7. Blackout time comparison between our approach
and traditional save and restore approach to apply updates
in two scenarios — rebootless updates (VM-PHU_NoReboot)
and rebootful updates (VM-PHU). Our approach has a low
blackout time of few seconds even on high density hosts and
is 30-100x faster than the traditional save restore approach.

7 — VM-PHU_NoReboot for rebootless updates, VM-PHU
for performing the same core kernel update requiring a host
reboot. We also compare the performance of our approach
with a traditional save restore approach requiring reboot of
the physical server. Fig. 7 highlights the blackout time in
seconds on a log-scale. Our results indicate that rebootless
updates can be performed in 3 seconds and rebootful updates
can be performed within 11 seconds.

We enlightened many host components to improve the
reliability and performance of VM-PHU. Table 3 summarizes
the changes done in various host components along with the
number of lines of code added to enlighten the drivers. We
started the code development in 2012 and table 3 represents
a development effort of two years. We deployed our changes
to production in 2015. The enlightenments described in ta-
ble 3 are primarily related to driver startup and shutdown
phases. Two of the drivers — storage and network virtual-
ization drivers, can be updated without requiring a reboot
and we leveraged our rebootless driver update mechanism
to deploy the updates to these drivers. Remaining drivers in
table 3 are not designed to be unloaded on a running oper-
ating system and require a host OS reboot for updates. The
host reboot will in turn result in disruptive VM reboots. As
VM reboots are not an option, our deployment strategy to
enable VM-PHU had to account for a mechanism to update
several hundreds of thousands of servers already hosting
VMs in production, via VM-PHU. For the drivers in table 3,
we hotpatched the driver shutdown routines. These drivers
also need to be enlightened during the startup phase. To
enlighten the startup phase, we cold patched the updated
driver on disk and loaded it into the new OS prior to KSR.
We therefore leveraged rebootful VM-PHU to avoid VM re-
boots to deploy VM-PHU. As VM-PHU enablement is not a
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zero-day issue, we rolled to production over three months
using our safe deployment practices [36].

7.1 Zero-Day Use Cases

In this section, we highlight some of the real-world cases
that required a zero-day rollout in Microsoft Azure during
the last five years. We used VM-PHU to apply the patch in
all of these cases:

e Spectre [26] and Meltdown [29] are modern CPU vul-
nerabilities that exploit speculative execution mecha-
nisms to access information across trust boundaries.
The mitigation for these class of attacks required changes
to the core kernel and hypervisor. We applied these
updates across production rapidly using VM-PHU.

e A vulnerability in the CPU instructions can trigger a
host crash or hang from the guest by running a mali-
cious program [31]. We designed an update that inter-
cepts the specific instructions in the usermode virtual
machine worker process. Our update is used to crash
the guest as opposed to the host. The vulnerability was
discovered externally and required patching the entire
data center within few days.

e A vulnerability is discovered in the Hyper-V host stor-
age stack where a malicious guest can send a specially
crafted request to the host and can crash the host [9].
The update can be applied rebootlessly via VM-PHU
and has been applied to all hosts in a few days.

e We observed crashes in the VM-PHU update as the
core kernel had assumptions in the presence of con-
tiguous memory for the page database. As the specific
issue impacts the zero-day update path itself, we rolled
out an update to patch the kernel via VM-PHU. The
updated kernel is activated during KSR and is used to
successfully address the crash.

Overall, we are able to rollout updates quickly and safely to
production in a short order of few days. Moreover, we are
able to perform updates to the VM-PHU mechanism itself
by leveraging VM-PHU.

7.2 Analysis

Our zero-day patching results indicate that majority of the
VMs observe a blackout time within TCP/IP retransmit time-
out. Furthermore, the applications running within the VMs
were resilient to the network latencies similar to the ex-
pected network resilience behavior of most internet appli-
cations. Fig. 8 illustrates the blackout times observed for
rebootful and rebootless zero-day updates in our production
environment with millions of servers. The blackout times
are dependent on both the density of the VMs on a host, the
kernel soft reboot times, and the number of memory runs
that are persisted. In general, the blackout times are linear
to the number of VMs and the number of runs. At higher
percentiles, fragmentation introduces an overhead of upto
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Figure 8. This figure highlights the blackout times of VMs in
our production environment. Our production environment
hosts millions of servers and tens of millions of VMs. The
blackout times for rebootful updates range from 12 - 20
seconds and our rebootless updates range from 2 - 9 seconds.

four seconds as illustrated in Fig. 5 and higher VM density
introduces a few seconds of overhead as shown in Fig. 6.

Some applications were sensitive to the clock drift experi-
enced after the VM is restored. The clock drift is experienced
due to the time synchronization of the guest VM with the
host. This small subset of incompatible applications can opt-
out of VM-PHU using our guest notification mechanism.
Moreover, many latency sensitive applications are designed
to use failover configurations. These applications can further
tolerate the network delays during VM-PHU.

Due to fast patching time via soft reboot, even the opt-out
VMs observed higher availability. Furthermore, as we im-
prove the blackout time parallelizing VM-PHU Save and VM-
PHU restore operations with host shutdown and restart op-
erations, more applications can leverage VM-PHU to achieve
significantly higher availability.

We also compared our techniques with live migration.
Specifically, we used the live migration implementation in
Microsoft Hyper-V in Microsoft Azure. LM requires all of
the VMs on the server to migrate to a new server for host
OS updates. Once the server does not host VMs, it can be
updated. As discussed in Section 5.3, LM does not work on
DDA VMs. Due to the LM applicability limitation, even if a
server has a single DDA VM, it cannot be updated via LM
and the probability of inapplicable hosts increases with the
increased density of VMs on a host. We observed that over
50% of the hosts in our environments cannot be updated
via LM due to its limitation to migrate all of the VMs. On
the hosts where the VMs are emptied via live migration, the
blackout due to LM is observed to be 13 seconds at 99*" per-
centile. Unlike VM-PHU which is near constant blackout per
server, LM blackout is dependent on the workloads and the
amount of memory pages that are dirty. We expect LM black-
out to be higher at the larger percentiles due to the memory
intensive applications in the cloud and the blackout due to
LM is comparable to VM-PHU. Moreover, for updates that
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do not require reboots, VM-PHU has 2 - 3% lower blackout
compared to LM. Furthermore, VM-PHU is applicable to all
VMs including DDA.

Our analysis in Microsoft Azure indicates that transient
network and storage outages can occur intermittently due to
maintenance, unplanned network switch reloads, etc. These
sporadic failures can impact around one percent of the VMs.
Using the fast close technique, VM-PHU isolates and toler-
ates network failures in the order of few minutes. Moreover,
our technique to fast save VMs can handle unplanned out-
ages by detecting high storage or network latencies and
preserving the VM state during the outage period.

While it is hard to predict the zero-day occurrences, we
implement several security best practices to reduce the sur-
face area of the Azure host operating system and further
go through considerable security reviews and code scan-
ning techniques to fix issues proactively. On an average, we
perform about 2-3 rebootless updates and at most one re-
bootful update per year. During our updates, we observed
that approximately 0.1% of VMs undergo failures during
the update due to unrelated quality bugs exposed during
reboots. As reboots are relatively rare in the data centers, we
expect failures when the updates are performed at scale. We
use our resiliency techniques to minimize the failure impact.
Furthermore, if the failure rate is high, we stop the ongoing
rollout and incorporate the required hotfixes to address the
failures and resume the rollout.

Learnings: Below are few learnings from our operational
experience:

e Continuous exercise of the VM-PHU scenario in pre-
production environments is necessary to ensure there
is sufficient coverage and identify regressions early.
We configured our pre-production environments to
exercise the VM-PHU scenario on a weekly basis. We
trigger the update steps without requiring a new host
OS to exercise VM-PHU.

e Reboots can expose issues unrelated to host OS up-
dates or the update mechanism when applied at scale.
Resiliency is key to ensure that updates at scale do not
cause impact to customers.

e Multiple update mechanisms are required to manage
the fleet including hotpatching, VM-PHU and LM. Fixes
to a mechanism can often leverage other mechanisms.
For instance, enablement of VM-PHU in production
required hotpatching support.

e Updates need to be cumulative and should leverage the
least impact approach accounting for potential retakes.
For instance, if a rebootful update (v1) is partly rolled
out on the fleet and we perform a retake on a driver (d)
that can be rebootlessly serviced, the new update (v2)
will need to be cumulative. On the nodes that received
v1, we only service d and the update will be rebootless.
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On the remaining nodes that did not receive vy, the
update will be rebootful leveraging KSR.

Limitations: Our techniques have some limitations. We
mainly focused our work on addressing the scenario of
quickly updating the hosts in a data center. Our techniques
do not address other issues in a data center such as hardware
decommissioning. Such scenarios may be better handled via
techniques such as live migration. Also, our techniques do
not allow for dynamic load balancing opportunities in a data
center that are possible with live migration.

8 Conclusions and Future Work

In this paper, we presented techniques to perform host up-
dates quickly to address zero day updates in Microsoft Azure.
We presented a novel approach to preserve the VM state
across a soft reboot. We improved the performance and reli-
ability of reboot bypassing the firmware post while preserv-
ing the physical device configuration and memory across
reboots. We also designed optimizations to improve the mem-
ory preservation time even in situations with severe host
memory fragmentation. On the virtualization stack, we pre-
sented optimizations to fast close the devices eliminating
dependencies on network and remote storage. We also pre-
sented a transparent failover mechanism for handling SR-
IOV devices by leveraging shadow virtual devices in the
host and leveraged the failover mechanism to extend VM-
PHU updates to VMs with SR-IOV devices. We discussed
the preservation of page protections and domain mappings
associated with DDA devices across KSR to extend our tech-
niques for DDA VMs.

We compared our approach to normal reboots and ob-
served our soft reboot technique to be 10-30x faster. We
highlighted the results of our system on several zero day
scenarios over the last decade on one of the largest cloud
environments. Our results demonstrate that VM-PHU is an
efficient technique for handling all host OS updates including
time-critical zero day scenarios.
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